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           Fig. 1. Word cloud of preprocessed “troll” tweets. Larger words indicate highest frequency.  

Abstract—Beginning mid-summer of 2016, the United States government became aware of an ongoing, targeted campaign being 
carried out by then-unknown actors whose aim evidently was to disrupt the 2016 U.S. Presidential election and perhaps more. The 
present paper explores two datasets composed of since deleted tweet-related material reconstructed from various online sites and 
resources for the purpose of understanding the methods used in these attacks. In addition, we aimed to identify any patterns that 
emerge that may help inform the development of preventative strategies and those designed to neutralize similar threat situations in 
the future. Exploratory applications used include Tableau Public, Orange, Neo4j, and Google Fusion Tables. The discussion herein 
covers relevant contextual information; visualization methods employed, and key findings, including novel insights for this team into 
the ways in which such a shocking and seemingly effective effort could be carried out. 
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1 INTRODUCTION 
In 2016, the U.S. government became aware of the existence and 
actions of a Russian state-sponsored group founded in 2013 called 
the Internet Research Agency (IRA). Since the group’s inception, 
thousands of false social media user profiles have been created and 
maintained by Russian operatives specifically to participate in online 
discourse with U.S. and European Union citizens with the intention 
of taking advantage of existing divisions surrounding inflammatory 
political and social topics in order to sow further dissent and division 
to “[engage] in operations to interfere with elections and political 
processes” [21]. These false users, in concert with automated “bots” 
programmed to execute simple commands such as liking or 
retweeting user posts, existed to spread false information and incite 

increasingly hostile disagreement on Twitter, Facebook, and other 
online social networks, especially during vulnerable political 
moments and in particular during the 2016 U.S. presidential election.  
     This involvement even extended offline, with some troll accounts 
contacting Mr. Trump’s Florida campaign managers with the intent 
of organizing informal pro-Trump gatherings across the state. 
Though these “flash mobs” were neither well attended nor well 
documented by most local news agencies, the implications inherent 
in a foreign entity with malicious intent using social media networks 
to successfully provoke offline congregation and response are 
chilling [15]. 



 

					The data related to these false users, as well as the content of their 
messages, have the potential to provide additional insight into the 
specific tactics and goals of these actors and their parent 
organizations, which have been proven to include the Kremlin, 
indicating some level of state-sponsored involvement. It is our goal 
to examine and analyze these messages and these users to determine 
what further useful information might be gleaned from this data. 

1.1 Our Approach 
We will visualize the data from the Russian troll Twitter accounts in 
a variety of different ways in order to contextualize and shed 
additional light on some of the tactics employed by these actors in 
the years leading up to the 2016 U.S. presidential election cycle. 
Twitter users and the public at large would benefit from having a 
better idea of what to be aware of when using the platform in the 
future. Though the data represents only a subset of the more than 
3,800 user accounts found to have links to the IRA, there is 
nevertheless sufficient information with which to analyze and 
visualize the data using a number of different approaches, including: 
geographic, temporal, relational / network representation, and 
textual. It is our hope that this will provide a more holistic view of 
the actions and characteristics of these accounts. 
     We utilized the Heilmeier Catechism to determine our next steps, 
critically thinking about the most relevant exploratory opportunities 
with which to guide our own scholarly contributions [4]. We 
additionally examined our data in order to make determinations 
regarding the appropriate task-by-data type selections for the effort 
[17]. One potential challenge that we identified is that of 
escalation—now that the knowledge of the existence of these 
accounts and the infrastructure that supports them has been made 
public, it is highly likely that the agencies responsible for conducting 
this campaign will devise new, subtler tactics for exploiting online 
vulnerabilities. However, by creating intuitive, information-rich 
visualizations of the data we have, we hope to help provide a 
foundation of information literacy that will help protect and inform 
users online going forward. 

1.2 The Data 
The primary dataset used for this report consisted of two .CSV files; 
one containing data on users that were confirmed by Twitter as being 
Russian troll accounts, and another containing data on the individual 
tweets sent by these accounts. The dataset consists of a subset of user 
data that was recovered and published publicly by NBC News from 
records that were deleted by Twitter when the accounts were 
suspended [12]. Our team located and accessed this dataset via the 
data science repository website Kaggle [23]. 
     The users.csv dataset contained information on approximately 
450 individual accounts, including username and display name, 
location and time zone, follower count, tweet count, favorites count, 
account description, language, and whether or not the account was 
verified. The tweets.csv dataset was considerably larger, containing 
the full text of more than 200,000 individual tweets by these 
accounts, including the hashtags and URLs used, the ‘favorites’ and 
‘retweet’ count, and the time the tweets were posted. The tweets span 
from July 2014 to September 2017. 

1.3 How Others Have Addressed the Issue 
Though much media attention has already been given to the role of 
“fake news” and paid advertising on platforms such as Facebook, 
Twitter and other large online platforms in influencing public 
political sentiment during the 2016 U.S. Presidential elections, it was 
not until the release of U.S. special counsel Robert Mueller’s 
indictment of thirteen Russian nationals on February 18, 2018 that 
the extent to which these agents were able to leverage the organic 
reach of free social media accounts -- assisted in part by bots and 
hashtag hijacking -- has become public knowledge [1][16][20]. 
     Much of the existing academic literature we located regarding 
political sentiment analysis and Twitter behavior operates under the 

assumption that the Twitter activity and content being analyzed was 
occurring primarily between familiar individuals, or at least those 
exhibiting honest and accurate representation of their identities in the 
course of their online interactions [3][11]. 
     A 2017 study of U.S. political discourse on Twitter in the weeks 
directly surrounding the election turned out to be particularly 
insightful precisely because the impact of malicious foreign entities 
was largely not considered as a factor. Their sentiment analysis of 
over one million tweets sought to determine the extent to which 
original content was being produced and disseminated by Twitter 
users versus the recirculation of existing content via ‘retweeting.’ 
They concluded that there was ultimately “little original content” 
being created by individual Twitter users, indicating that only a 
relatively small pool of original content was actually being produced 
on Twitter, and the process of recirculating tweets was likely 
hastened by automated bots [25]. 
     An additional two studies have examined the role and influence of 
automated bots in conjunction with human actors on Twitter. The 
first study from 2016 centered around a controlled experiment to 
measure the influence of human actors and automated bots on 
Twitter users during the 2015 United Kingdom elections. Though the 
results of the experiment seemed to indicate that direct political 
influence as a result of their efforts was minimal, it was nevertheless 
theorized that with a certain measure of “methodological 
sophistication” as well as “significant financial resources and pre-
existing bot knowledge” it could be possible to “influence political 
discourse” using a combination of human actors aided by automated 
bots [9]. 
     The second study, published in early 2017, also involved a 
controlled experiment to measure bot influence on Twitter users, this 
time with the intention of mathematically modelling whether or not 
information tended to spread via “simple or complex dynamics”. 
Their results indicated that the complex contagion model, described 
as the probability of a user adopting a certain piece of information 
was dependent on the number of sources and repetitions of exposure 
to the point of an as-yet-undefined threshold, was a more accurate 
model for how information spreads online [8]. Additional research 
centered around the creation of mathematical models to help 
differentiate real accounts from bot accounts using user activity data 
has also been conducted by several researchers. 
     The emerging coverage of the topic of human actors with specific 
malicious intent working in tandem with automated bots has been 
increasingly popular in recent weeks, featuring in articles from 
sources ranging from the Wall Street Journal to Quartz and 
American Libraries [2][5][18]. 
     NBC News in particular, in collaboration with Neo4j, has been 
leading the charge in examining, analyzing, and creating 
visualizations and subsets with this data, which is hardly surprising 
given their role in recreating the dataset [12][14]. Though the 
temporal and hashtag clustering approaches have been touched on by 
various news outlets, the dataset is large and robust enough to invite 
additional analysis and new analyses from geographic and 
relational/network approaches. 

2 TOOLS 
We employed several applications in our analysis effort. Tableau 
Public was used to produce the bar graph and line graph 
visualizations; Orange was used for the word cloud; Google Fusion 
Tables was used for the geographic-based analysis products; Neo4j 
was used to generate the network graphs; and Meta-Chart was used 
to produce a pie chart. 
     Tableau Public is a digital visualization platform that “help[s] 
people see and understand their data” [19]. It works by uploading a 
dataset and using the various platform features to display and arrange 
the data in ways that help illustrate a point and communicate an idea 
or theme visually rather than textually. Visual qualities like color, 
sizing, form, movement, and placement can be adjusted to achieve 
the desired look and to drive home the bottom line. 



 

 
     Orange is “an open source machine learning and data 
visualization” application that enables a range of interactive data 
analysis options in a simple, drag-and-drop widget powered 
workflow [22]. With a range of visualization options available 
spanning from the simple to the complex and suitable for several 
different data types, Orange facilitates rapid exploration and sense-
making and even contains useful add-ons like natural language 
processing and text mining capabilities [22]. 
     Google Fusion Tables is “an experimental data visualization web 
application to gather, visualize, and share data tables” [6]. After 
importing or pointing to a desired dataset, Google runs a scrub and 
“geocodes” any data that requires geolocation generation (e.g. any 
textual data for a location is assigned latitude and longitude 
coordinates in order to facilitate placement on a map). Features 
include the ability to 
filter and summarize 
data, create charts and 
graphs, conduct network 
analysis, and plug into 
the full Google user 
suite for storage, 
collaboration, and 
publication. 
     Neo4j is a graph 
database management 
system [10]. We used 
this platform to generate 
graph representations of 
the “tweets.csv” dataset 
from their existing 
sandbox environment 
using nodes as entities 
and relations as edges to 
represent the entities’ 
relations with other 
elements in the graph. 
Neo4j represents a 
number of complex 
graphical visualization, 
tables, and calculations. 
It uses queries to filter 

the graphs using a 
NoSQL language called 
Cypher where text 
wrapped in parentheses 
represent nodes in a 
graph and each bracket is 
a relation between those 
nodes. Neo4j then uses 
pattern matching to 
extract the node and its 
relations from the graph. 
     Meta-Chart is a free, 
web-based “graphing / 
charting and general data 
visualization application” 
that offers 12+ different 
visualization options 
enabling users to 

“communicate 
information visually” [7]. 
It works using a simple 
data entry form in which 
the necessary elements 
are defined to build the 
visualization of choice. A 
noteworthy selection of 

customization elements is included for a more personalized end 
result.  

3 METHODS 
Our research began with the collection of the two datasets described 
in section 1.2, which included two .CSV files titled “users.csv” and 
“tweets.csv.” These datasets were saved onto a shared Google Drive 
team folder for common reference and use. 
     Hashtag analysis: Using tweets.csv, we extracted and tallied the 
20 hashtags most commonly utilized by these fraudulent accounts. 
We used Microsoft Excel to clean up the data and remove 
unnecessary characters, filter out tweets that did not include 
hashtags, and subdivide the contents of cells containing multiple 
hashtags so that each instance of a specific hashtag would be 
tabulated individually before importing the updated dataset into 



 

Tableau Public for further analysis. 
     In Tableau Public, we calculated the total number of times each 
specific hashtag appeared in the tweets represented within the 
dataset. A filter was then applied in order to display only the top 20 
most commonly used hashtags as well as the number of times each 
one was repeated. After experimenting with multiple information 
visualization formats, a color-coded bar graph with corresponding 
legend was determined to convey the information most concisely and 
intuitively [see Figure 2]. 
     Temporal analysis: After converting the .csv file into an .xslx file 
we cleaned, normalized, and rearranged the data into columns that 
separated the date, time of day, month, day, and year that each tweet 
was published. Using Tableau, we produced a timeline to help 
discern noteworthy patterns and levels of activity in the trolls’ 
Twitter engagement. We selected the data from the column 
indicating the month and year that the tweets were created and 
placed that data on the x-axis, specifying that the date format would 
be month and year and assigning the number of records element to 
the y-axis [see Figure 3]. Finally, we took a screenshot of the 
visualization from Tableau, pasted it into a Microsoft Word 
document, and added text boxes to further clarify what might be 
driving the increases or decreases in tweets. 
     Keyword clustering/word cloud: In an effort to analyze the most 
common words used, we produced a word cloud using Orange [see 
Figure 1]. First, we isolated the Tweet content from the remainder of 
the dataset and converted it into a solid body of text to facilitate 
processing. We then removed all punctuation and other unnecessary 
words and characters using a pre-tweet tokenizer, leaving only the 
most relevant words for examination. 
     Geographic disposition: Opening a new Google Fusion table, we 
imported the “users.csv” file and the application began automatically 
geocoding the “location” column for the 285 tweets of the subset that 
contained textual location information. Once prepared, we displayed 
the data using the ‘feature map’ function with icons representing 
each users’ disclosed or cited location data [see Figure 4]. Switching 
the map to a satellite view, we next selected the ‘heatmap’ setting 
and reviewed the various configuration options. We elected to keep 
the data unweighted by factors such as follower count or “favorites” 
count [see Figure 1 in the Appendix A]. 

     Centrality and pagerank analysis: Neo4j’s default model consists 
of eight main node types representing Tweet, User, Troll, Hashtag, 
Source, and URL [see Figure 2 in the Appendix A]. Each node can 
store an arbitrary number of key-value pair properties, and each 
contains a relation between another node in the graph. The model 
consists of six main relations defined as POSTED, MENTIONS, 
HAS_TAG, POSTED_VIA, RETWEETED, and IN_REPLY_TO 

consisting of multi-variable data types such as, string, integers, and 
Boolean. Using this default framework, we focused specifically on 
direct mentions, which are a form of direct relation, to generate a 
graph for the tweet.csv dataset [see Figure 5].  
     We then defined a direct relation using the Cypher query 
language along with all the queries to run against the model [see 
Figure 1 in Appendix B]. Filtering out all circular mentions and 
focusing on the top 20 results in pagerank and centrality, we 
generated a total of seven queries. The first two calculated and set 
the pagerank and betweenness centrality. The third and fourth 
generated the top 20 list for each respectively, and the last three 
queries represented graphical visualizations of the network. Of the 
three, one represented the overview and the remaining two 
represented filtered views of trolls with the top five highest pagerank 
and centrality. For our results, we expect to find the nodes with the 
strongest centrality or pagerank, as this is another way trolls could be 
using to amplify the credibility of another troll presence on Twitter 
and to better understand their interaction. 
     Hashtag subject clusters: A supplementary pie chart was also 
generated using Meta-Chart to visualize the hashtag subject clusters 
(see Figure 3 in Appendix A). We manually populated the necessary 
elements into the data entry form, including Number of slices, Series 
Detail, Series Unit, Data Label Display Setting, and Slice Details to 
produce the chart. We then added labels for ease-of-interpretation. 
Customization features for the title, subtitle, and color selection were 
also used.  

4 RESULTS 
We found that early all of the top 20 hashtags related specifically to 
political or news topics [see Figure 2]. Five of the top results 
mention Donald Trump by name or utilize his campaign slogan 
“Make America Great Again” using the abbreviation #MAGA; four 
more of the top results reference Hillary Clinton with one result 
naming Barack Obama. 
     An additional four hashtags (#TCOT, #CCOT, #PJNET, and 
#WakeUpAmerica) feature heavy ties to conservative politics in the 
United States while another two hashtags (#RejectedDebateTopics 
and #BetterAlternativeToDebates) refer specifically to presidential 

debates [see Figure 2 
in Appendix B]. Of 
the remaining four 
hashtags, one 
invoked the 

#BlackLivesMatter 
movement, two of 
them (#politics and 
#news) contained no 
obvious partisan 
political leanings and 
the final one, 
#MerkelMussBleiben, 
was the only overtly 
political hashtag that 
was not expressly 
related to U.S. 
politics. The 
supplemental hashtag 
subject clustering pie 
chart can be 
referenced in the 
Appendix [see Figure 
3 in Appendix A]. 

     From our line graph visualization, we found that the months of 
February, July, October, and November 2016 and the months of 
January and July 2017 showed an increase in volume of tweets 
created [see Figure 3]. The most popular months to tweet spanned 
from October 2016 through January 2017. The volume of tweets 
noticeably increased during the summer of 2016 and declined again, 



dramatically, in the months 
following the January 2017 
Inauguration Day. 
     Despite an aesthetic 
advantage, we found the 
representations on the 
geographically dispersed 
heatmap to be less obvious as 
compared to the feature map in 
that even at full opacity the areas 
mentioned by only a few users 
appeared significantly more 
faded than more densely cited or 
tagged areas, thus obscuring 
some of the immediate insights 
available. Moreover, the addition 
of the location labels with the 
feature map would be more 
helpful for the uninitiated to gain 
perspective and deepened their 
potential for making novel 
discoveries among the data. 
     In our centrality and pagerank 
analysis, we then generated a 
network directed graph where 
each of the green nodes 
represents a troll and each purple 
nodes represents a tweet [see 
Figure 5]. The edges represent 
posts and mentions that are 
directed towards another troll or 
tweet. We observed that two 
primary clusters emerged, one on 
the left side (i.e. left-cluster) with 
a trolls centered around 
@DanaGeevus and 
@ChrixMorgan, and a second 
“right-cluster” on the right side 
centering around @TEN_GOP 
[see Figures 4 & 5 in Appendix 
A]. 
     A third small cluster also 
became apparent near the bottom of the network, but after running 
the pagerank and centrality calculations, we decided to focus on the 
main two clusters due to the higher values they yielded. After 
generating our graph, we then ran pagerank and betweenness 
centrality measures and discovered that a troll with the  screen name 
@TEN_GOP had the highest pagerank of 4.34, @GiselleEvns at 
3.03, and @DanaGeevus at 2.77. These trolls tended to be located 
more on right-cluster with @TEN_GOP at the center, but other high 
pagerank valued nodes were located more towards center of the 
overall graph. We could then see that @DanaGeevus had a centrality 
of 159, @ChrisMorgan of 77, and  @NotRitaHart of 61, which 
tended to be located on the left-cluster but more towards the center 
of the graph as well. 
     In Figure 3 in Appendix B, we found that of the top ten common 
words in the word cloud visualization used were trump, clinton, 
hillary, obama, people, donald, @realdonaldtrump, #politics, 
president, and america [sic]. The figure further clarifies the size of 
the word with respect to their weights. We see that “trump” was used 
a total of 24,514 times, “clinton” 10,770 times, “hillary” 9,911, and 
etc. Each weight indicates the number of times that word was for the 
tokenized corpus of tweets. 

5 INTERPRETATION 
Many of the hashtags that specifically mentioned Trump or 
conservative politics tended to indicate either a positive 
(#TrumpTrain, #Trump2016, and #TrumpPence16) or neutral 

sentiment [see Figure 2]. Hashtags that directly mentioned Hillary 
Clinton, on the other hand, were more likely to have a negative 
connotation (#NeverHillary and #CrookedHillary). It can be inferred 
from this sentiment analysis that it is likely that a significant segment 
of the #BlackLivesMatter and #Obama hashtag usage represented in 
this dataset were also being used in a negative context. 
     The presence of the German language hashtag 
#MerkelMussBleiben adds an interesting dimension to this dataset, 
indicating a wider scope beyond only U.S. politics and elections. 
This suggests that it is likely that the scope of this agency’s goals 
was broad enough to extend to democracies within the European 
Union as well. Interviews with former employees of Russian troll 
farms, including but not limited to the IRA, confirm that similar 
tactics have been used in the past to spread propaganda and false 
information [15]. 
     The timeline analysis provided a clearer picture of when there 
were spikes in trolls’ Twitter activities, and provided clues as to why. 
The days and weeks surrounding the 2016 U.S. presidential election 
saw the highest traffic of tweets overall. The months of June to 
October 2016 also saw an increase in traffic. 
     From the word cloud we can see that of the 3,000 twitter accounts 
believed to be connected to Russia’s Internet Research Agency, the 
top ten words used by them were of no surprise directly referenced 
Trump, directly mentioned the opposition, and directly mentioned 
the general public. Of the top ten, the three most commonly used 
words in direct reference to President Trump were trump, donald, 
and @realdonaldtrump. We can only infer that the references to 
these words were used to support President Trump in providing 



 

positive sentiment. The same can be said for the next top ten words 
clinton, hillary, and obama.  
     Again, we can only infer that the opposite is true, that is, the 
Russian trolls used these words to lower the sentiment of the 
opposition. The last four words in the top ten people, #politics, 
president, and amarica [sic] do not directly reference either 
candidate but are more so words used to generally reference what 
was going on and who it or what these events were directed towards. 
However, what could be misleading is although these were the most 
commonly used words that is all we can really deduce from this 
world cloud. Weather they were used to cause more division or used 
to instigate negative sentiment toward the opposition is inconclusive, 
as a separate sentiment analysis would be a better indicator of that. 
     The geospatial visualizations suggest that many of the users 
simply cited the “U.S.” as their location, and Google plotted these 
points according to some central measure that landed near the 
Kansas-Oklahoma border. This is more telling of the critical need for 
these users to associate themselves – likely for added credibility – 
with the U.S. homeland directly, but also suggests enough of a lack 
of familiarity with the region to even cite a specific large city. These 
visualizations are consistent with current knowledge regarding the 
tactics employed by the trolls, which included the use of virtual 
private networks (VPNs) to make their tweets and account 
information appear to originate from a geographic location other than 
their own [21]. In addition, the visualizations support the allegations 
that several Russian operatives physically travelled to the U.S. to 
undertake sophisticated impersonation schemes. 
     With our centrality and pagerank analysis, what is evident is that 
many trolls were directly mentioning @TEN_GOP; however, it was 
not easy to observe, based on the graph, the user with the highest 
centrality, which has some overlap with pagerank. Based on the left 
and right clusters, higher centrality tends to be left of center of the 
overall graph, closer to @DanaGeevus, whereas pagerank tends to 
be towards right of center of the overall graph, closer to 
@TEN_GOP [see Figures 4 & 5 in Appendix A].  
     In addition, the trolls that mention @TEN_GOP the most are 
@tparynew, @rightnpr, and @ameliebaldwin who are trolls that 
appear to be co-opting the names of famous people or news 
organizations in an attempt to improve their discoverability. This 
suggests a coordinated effort to boost the credibility of the troll  
@TEN_GOP. But, the user @DanaGeevus was the only troll to 
make the top three for pagerank and centrality. Not only that but, the 
difference in centrality from the first to the second was 80 versus 1 to 
2 for the top three in pagerank. Although,  @TEN_GOP does look 
like an important node by observing the graph, @DanaGeevus is 
certainly the connector between the two clusters of the graph. 

6 DISCUSSION 
The overall goal was to explore data extracted from the Twitter 
accounts of cyber operatives linked, however formally or informally, 
to 13 Russian nationals charged with pursuing an ongoing campaign 
to weaken democracy the world over, but especially within the 
United States at present [21]. This goal was broadly accomplished by 
producing visualizations that enabled a deeper study of the data, 
producing insights that informed a better understanding of the trolls’ 
objectives and tactics employed in pursuit thereof. Our effort was not 
without its challenges, however, and we encountered several 
setbacks along the way. 
     Attempting to analyze such a large dataset on conventional 
personal laptops was at times problematic. Our group often resorted 
to first extracting a relevant subset of the full dataset (i.e. only tweets 
with hashtags, location tags, etc.) before performing further analysis 
in order to expedite the process and put less strain on our respective 
computers. Access to a shared computing set-up with more 
processing power may have supported analysis of the dataset in its 
entirety. 
     We also found that the data were not particularly “clean” in their 
raw state and had to be cleared of extraneous characters, re-

formatted/normalized, and even translated before more accurate 
analyses could be performed. 
     This dataset as well as the findings made public by the Special 
Counsel’s investigation are still fairly new and it is still likely that 
more useful information can be extracted from the data by continued 
analysis. Neo4j offers several prompts for potential avenues of 
inquiry and data visualization, including the correlations between 
certain users and certain hashtags, temporal data analysis by time of 
day, location, entity extraction, and graph clustering. 
     We additionally ran into problems with software / application 
selections. We first attempted our temporal visualization with a web-
based application called “Time Flow.” However, we found we were 
unable to convey the information chronically as the tool instead 
insisted on ordering the data by the volume of tweets and not the 
months in which they were created. At that point we turned to 
Tableau Public. After an initial period of exploration, 
experimentation, and data reconfiguration, we were successful in 
achieving the chronological representation that we needed. 
     Initially due to the size of the dataset and the limitations of the 
rendering engine provided by the Neo4j sandbox, we could not 
generate a full graph visualization. These limitations were largely 
due to the fact that the sandbox platform ran on a browser. As a 
result, we had to filter the dataset restricting our initial results to 
roughly 300 nodes and 216 relations. However, after reaching out to 
Neo4j, they were able to provide the full dataset, which allowed us to 
run the queries locally to generate the full visualization. 
     During our generation of the word cloud and hashtag bar graph 
visualizations we found it difficult to parse string text into words and 
to filter out relevant words. An important consideration in 
reproducing these visualizations would be to sample the dataset first, 
working first with a smaller sample of the data to make sure that it is 
representative, and then generating the full visualization based on the 
entire dataset. 
     Network analysis revealed that many trolls directly interact with 
each other but that those who don’t instead receive a high volume of 
‘mentions’ as in the case of @TEN_GOP. In order to understand this 
behavior further and why @TEN_GOP was frequently mentioned, 
we would need to generate other networks, such as “inferred 
relations” and “indirect relations,” that could be used to further 
illustrate these relationships. By exploring these new relations we 
could observe the posts that a particular troll generates and study 
how they affect other authentic Twitter users. It is also important to 
find and explore hidden-yet-impactful trolls such as @DanaGeevus 
that don’t look overly significant in the visualization but based on 
the centrality and pagerank number may play a bigger role. 

6.1 Future Work 
In a March 8, 2018 interview with the New York Times, the Trump 
Florida State campaign director encapsulates one of the core issues 
of the involvement of Russian Internet troll operatives during the 
2016 U.S. Presidential election: 
“Nobody reasonably would have asked — or even thought to ask — 
‘Are you sure you’re not with Russia?’” said Karen Giorno...“It’s 
just not something that normally you would think you have to watch 
out for.” [24] 
     The online tactics employed by operatives, Russian or otherwise, 
with the goal of exploiting the natural disagreements surrounding 
hotly contested social and political issues in the U.S. may necessarily 
evolve in more insidious ways in the future. However, the simple act 
of knowing that there are actors out there that have had this goal in 
mind and that have interfered in causes as impactful as U.S. 
Presidential elections with some measure of success in the past is a 
powerful piece of information to have. To be able to identify some of 
the tactics and “tells” of falsified Russian troll accounts gives us 
insight into their methods and rhetoric, which we may be able to use 
in order to defend ourselves online from the influence of potentially 
phony accounts with greater accuracy. 
     Indeed, this knowledge is already having an impact; academic and 
media experts reporting on Twitter activity have been quick to adapt 



coverage in light of the knowledge of Russian troll account 
involvement in online discourse as a result of the Mueller 
investigation and other information that has become available in the 
aftermath of the 2016 U.S. presidential election. A recent article by 
Ben Popken, one of the originators of the original Russian troll 
tweets dataset, and Jo Ling Kent of NBC News examined the role of 
Russian Twitter trolls in online discourse about the deadly shooting 
at Marjory Stoneman Douglas High School in Parkland, Florida on 
February 14, 2018. The article takes care to indicate that while it’s 
still “impossible to know who is a troll and who isn't” in real time, 
the knowledge of the Russian troll tactics to “use popular hashtags to 
get into trending conversations” in order to “add more incendiary 
hashtags to drive readers to more partisan conversations” is now a 
given fact as opposed to a theoretical possibility [13]. 

7 CONCLUSION 
Our research attempted to analyze and translate into meaningful 
visual representations some of the commonalities and characteristics 
present in the raw data collected from Russian troll accounts, 
applying geographical, relational, temporal, and textual approaches 
of information visualization to various facets of the dataset. It is our 
hope that these visualizations help contribute to a greater level of 
transparency and information literacy for users of Twitter and other 
online social networks, no matter the circumstances in which the 
activity is taking place. 
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APPENDIX B 
 

 
 
 

CCOT Christian Conservatives on Twitter 

MAGA Make America Great Again; the 
Trump campaign slogan 

MerkelMussBleiben German for “Merkel Must Stay” 

PJNET Patriotic Journalist Network 

TCOT Top Conservative on Twitter 

Fig. 2. Hashtag acronyms and translations.
 


